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Abstract—This study presents a comparative analysis of three
open-source spatial audio systems for WebXR: Web Audio API’s
PannerNode with HRTF, PannerNode with equalpower, and
Google Resonance Audio for A-Frame. We developed a WebXR
application featuring a spherical array of 42 virtual speakers to
evaluate sound localization accuracy across different directions
and positions. In our within-subjects experiment, twelve partici-
pants identified the perceived source location of pink noise stimuli
by selecting speakers within the virtual environment. Results
showed that PannerNode with HRTF significantly outperformed
both alternatives in correct target identification, while Google
Resonance Audio produced significantly larger error distances.
Performance varied by direction, with PannerNode-HRTF partic-
ularly effective for back-positioned sources, and position-specific
advantages observed for different systems. Despite objective
performance differences, participants reported no significant
differences in cognitive workload or simulator sickness between
implementations. These findings provide empirical evidence that
spatial audio implementation significantly affects localization
accuracy in WebXR without impacting user comfort. Our
methodology establishes a framework for evaluating spatial audio
in web-based immersive environments while addressing browser
compatibility constraints. This research offers practical guidance
for WebXR developers selecting appropriate audio technologies
based on their application requirements.

Index Terms—WebXR, Web Audio, Binaural Audio

I. INTRODUCTION

Sound localization — the ability to identify the position of a
sound source in space — is fundamental to enabling immersive
experiences in Virtual Reality (VR). While sound localization
experiments have been extensively conducted in physical en-
vironments and native VR applications, their application to
WebXR — browser-based virtual reality — remains relatively
unexplored despite its growing importance.

In traditional physical setups, sound localization experi-
ments typically involve participants listening to acoustic cues
from various directions, aligning their heads with the perceived
source location, and recording their responses by pressing
a button or confirming verbally (see e.g., [1fl, [2]). VR
adaptations maintain this fundamental approach while shifting
to simulated environments. In such studies, participants are
presented with virtual sound stimuli emanating from different
directions within the digital space and instructed to indicate the
perceived direction. This methodology has been successfully
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implemented and validated in multiple studies (see e.g., [3]-
[6]), allowing researchers to investigate spatial hearing under
controlled conditions while leveraging the flexibility and pre-
cision of virtual environments.

Accurate spatial audio is crucial for VR experiences [7],
[8]] as it underpins the sense of immersion and contributes to
the suspension of disbelief necessary for creating presence —
the feeling of “being there” [9]. The effectiveness of spatial
audio depends not only on the position of sound sources but
also on how sound is delivered (e.g., through headphones
or loudspeakers) and the accuracy with which users can
localize different sources in the virtual environment. The
emergence of WebXR represents a significant evolution in VR
accessibility, enabling cross-platform compatibility through
web browsers. Modern standalone Head-Mounted Displays
(HMDs), like Meta Quest and Apple Vision Pro, include web
browsers capable of delivering WebXR experiences. However,
this development presents unique challenges and opportuni-
ties for spatial audio implementations, particularly regarding
real-time processing capabilities, cross-browser compatibility,
and maintaining consistent audio spatialization across diverse
hardware configurations.

Previous research has explored spatial audio in native VR
applications [3], [4], [6], [10], but the web environment
presents distinct constraints and opportunities through the Web
Audio API and its integration with the WebXR Device API.
While Rajguru et al. [5] investigated WebXR, their study
involved participants viewing a 3D world on desktop displays
with a hemispherical speaker array rather than fully immersive
HMD experiences, and did not compare different spatialization
systems.

In this paper, we first present a system designed to conduct
psychoacoustic experiments in WebXR, and then its usage for
conducting a comparative analysis of three open-source spatial
audio systems compatible for VR in web browsers (Web Audio
APT’s PannerNode with HRTF, PannerNode with equalpower,
and Google Resonance Audio for A-Frame). Specifically,
we developed a simulated controlled acoustic environment
consisting of a spherical array of 42 virtual speakers (see
Fig. [I). This setup enables precise reproduction of sound
localization experiments while leveraging the accessibility and



Fig. 1: An illustration of the VR test environment with a
subject undertaking the experiment, wearing an Head-Mounted
Display and a pair of headphones.

standardization benefits of web-based platforms. Our within-
subjects experimental design (n=12) evaluated the perceptual
accuracy of the three spatial audio systems. Participants iden-
tified the source location of presented sounds by selecting
the perceived speaker from the array. Performance metrics
included correct identification rates and spatial error distances
between perceived and actual sound sources.

The results provide insights into the relative strengths and
limitations of each spatial audio rendering approach for lo-
calization in WebXR environments. These findings contribute
to understanding how different spatial audio implementations
affect user perception and can guide developers in selecting
appropriate audio rendering techniques for various WebXR
applications. Furthermore, our methodology establishes a re-
producible framework for evaluating spatial audio systems in
web-based immersive environments. Specifically, it addresses
the constraints of web browsers embedded in commercial
HMDs, where processing limitations and API implementations
may vary significantly. As WebXR adoption continues to
grow across educational, entertainment, and professional ap-
plications, understanding the perceptual implications of spatial
audio implementations can provide developers with evidence-
based guidance for selecting appropriate audio technologies
based on their specific application requirements and user
experience goals.

II. RELATED WORK
A. Web Standards for XR and Audio on the Browser

The WebXR Device API facilitates cross-platform VR and
AR experiences directly in web browsers, eliminating the
need for specialized applications. Developed by the W3C
Immersive Web Community Group, WebXR provides a stan-
dardized interface for device compatibility, input handling,
and six degrees of freedom tracking. The WebXR Device
API is supported by most modern web browsers included in

commercial HMDs, like Chromium-based platforms (Quest
and Pico browsers), Firefox-based browsers (Wolvic), and
Apple’s Safari for the Vision Pro. Although implementation
varies across browsers and hardware, WebXR remains at
the moment the most cross-platform API for immersive web
content. Similarly, the Web Audio API offers extensive audio
processing capabilities in web browsers. Through its node-
based architecture, it enables advanced spatialization tech-
niques, forming the backbone of web-based audio frameworks
like Howler.js and Tone.js. This API’s integration with WebXR
makes it a fundamental tool for spatial audio rendering on
the web. The combination of WebXR and Web Audio have
been already used not only for gaming experiences, but also
for musical systems that focuses on audio-first immersive
experiences (see [11[]-[15]).

B. Spatial Audio for WebXR

While spatial audio has been extensively studied in VR
applications, recent research has focused on evaluating its
implementation within WebXR. McArthur et al. [16] provided
a broad survey of 3D audio technologies in web environments,
highlighting the technical challenges of implementing spatial
audio across different frameworks. More recently, Tomasetti et
al. [17] conducted a comparative analysis of six spatial audio
tools for WebXR, including Web Audio API’s PannerNode,
Google Resonance Audio for A-Frame (GRAOAF), jsAm-
bisonics, 3D Tune-In Toolkit JavaScript Wrapper, Atmoky
WebSDK, and Superpowered. The Web Audio API’s PannerN-
ode was found to be the most flexible due to its native browser
support, while Atmoky WebSDK and GRAOAF offered seam-
less integration with popular WebXR frameworks such as
A-Frame. However, GRAOAF provided the most advanced
reverberation capabilities, allowing for detailed room acous-
tics modeling. Only jsAmbisonics and 3DTIT JSW allowed
loading custom HRTFs, improving spatial perception accuracy.
Their findings revealed that spatial audio implementation in
WebXR is still fragmented, with significant differences in ease
of use, reverberation support, individualized HRTF compati-
bility, and scene rotation features.

While these studies provided valuable technical insights,
they did not assess how these differences impact user per-
ception. Our research bridges this gap through a perceptual
evaluation of headphones-based spatial audio in WebXR,
involving 12 participants across varying levels of audio ex-
pertise. By implementing a controlled listening experiment,
we systematically analyzed spatial audio performance based
on localization accuracy, externalization, distance perception,
and overall immersion.

C. Sound Localization in VR Environments

Research on sound localization in virtual environments has
consistently demonstrated the importance of both auditory and
visual cues in spatial perception. Several studies have explored
how factors such as head-mounted displays (HMDs), visual
spatial frames, and perceptual training influence localization
accuracy.



Abhrens et al. [4]] examined the effects of HMDs on sound lo-
calization, revealing that wearing an HMD reduces localization
accuracy, particularly in the left hemisphere. This asymmetry
arises from physical distortions caused by the HMD, which
interfere with auditory cues like interaural time differences
and interaural level differences. However, their findings also
showed that visual information significantly improves local-
ization accuracy, with even minimal visual context (e.g., room
dimensions and virtual hand position) helping to counteract
the distortions introduced by the HMD.

Building on the relationship between visual and auditory
dimensions, Valzolgher et al. [6] investigated how visual
spatial frames influence real sound-source localization in VR.
Their research confirmed that sound localization is inherently
multisensory, with minimal visual frames improving certain
aspects of spatial hearing. The study further demonstrated that
entirely bare virtual environments may hinder accurate local-
ization, particularly in the vertical dimension. These findings
emphasize the necessity of including visual spatial references
in VR environments to enhance localization accuracy. Majdak
et al. [3] evaluated the effects of response methods (head
vs. manual pointing) and training on 3D sound localization.
While they found no significant difference between the two
pointing methods, their study demonstrated that a virtual vi-
sual environment significantly improved localization accuracy
by reducing front-back confusions and enhancing horizontal
precision. Moreover, their research highlighted the role of
perceptual training in effective localization.

In a more recent study, Valzolgher et al. [10] introduced
metacognitive evaluations (e.g., effort, confidence) as addi-
tional factors influencing spatial hearing. Their findings sug-
gest that sound localization is not solely about accuracy but
also involves subjective experiences, which can be shaped by
allowing natural movement during listening. This underscores
the complexity of spatial hearing, where both perceptual and
cognitive factors contribute to localization performance.

Even if not experienced with a HMD but with flat screen
monitor, Rajguru et al. [5]] explored sound localization specif-
ically within virtual environments on the web. Their study
examined the impact of different virtual environments, sound
cues, and training durations on localization accuracy. Their
findings highlighted the importance of contextual visual cues,
the positive impact of longer training sessions, reinforcing
previous findings that adaptation plays a significant role in
spatial hearing.

Collectively, these studies highlight the multifaceted nature
of sound localization in virtual environments. While visual
information and spatial frames play a crucial role in improving
accuracy, factors such as user training, active listening, and
cognitive awareness further influence perceptual outcomes. As
WebXR technologies continue to evolve, understanding these
complex interactions will be essential for designing effective
spatial audio systems.

Our research extends this body of work by systematically
evaluating spatial audio perception in WebXR, offering new
insights into how different rendering techniques affect user ex-
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Fig. 2: A side view of the virtual speakers. The red arrows
indicate the angular distances of the speakers at azimuth and
elevation.
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Fig. 3: Four views (Front, Top, Back, Bottom) of the speaker
array. The numbers shows the identification number of four
speakers placed at azimuth 0° (speaker number O is the one
placed in front of the listener) and at elevation 180° (speaker
40, placed above the listener) and at elevation —180° (speaker
41, placed below the listener).

perience. By addressing both technical and perceptual aspects
of spatial audio in WebXR, this research contributes to the
ongoing development of immersive web standards, ultimately
enhancing the realism and fidelity of WebXR applications.

ITII. SYSTEM DESCRIPTION

We developed a web-based application to evaluate different
spatial audio techniques in WebXR environments ﬂ This
implementation approach makes the system accessible across
multiple VR devices without requiring specialized software
installations, leveraging modern web technologies to create
immersive virtual reality experiences directly in the browser.
The application architecture combines two main frameworks:
A-Frame and Astro.

A-Frame [18] provides a high-level abstraction through the
use of special HTML tags and attributes that allow users to
design 3D environments in a fast and intuitive way. It has
an entity-component-system architecture, common for game
development applications; most code lives within registered
components that are plugged into entities to describe their
specific behavior. Components can be extended and developed

IThe application and its source code are available at
https://github.com/CIMIL/Spatial AudioWebXR{(Last Accessed: 15/03/2025).
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using JavaScript. A-Frame integrates with the WebXR Device
API [19], which is a low-level browser API that provides ac-
cess to VR/AR hardware like HMDs, controllers, and tracking
systems. It is supported by most modern browsers, including
the ones available in most commercial headsets.

Astro [20] is a JavaScript framework that was used to man-
age the project structure, handling routing between different
spatial audio experiences, and optimizing code delivery for
improved performance.

A. Spatial Audio Systems

Based on previous work [[17] we selected three spatial audio
systems that are open-source, free to use, and compatible with
WebXR applications: PannerNode with HRTF, PannerNode
with equalpower, and a version of Google Resonance Audio
for A-Frame.

The PannerNode is a processing node in the WAA that
supports the spatialization of audio sources [21]. It allows
the simulation of position, direction, and movement of sounds
around a listener, creating the illusion of audio coming from
different points in a virtual environment. PannerNode im-
plements two algorithms for spatial processing, one named
equalpower and one named HRTF. The first (set as default) is
a simple left/right panning technique; the second, as its name
suggests, implements the use of generalized Head-Related
Transfer Functions, which simulate how sounds interact with
the head and ears enabling true binaural audio. We will refer
to these systems as PN-eq and PN-HRTF respectively. Thanks
to its broad cross-browser compatibility and integration with
numerous frameworks, PannerNode provides developers with
an accessible entry point to spatial audio implementation.

Despite its versatility, PannerNode has notable limitations.
While it incorporates generalized HRTFs, they depend on the
browser used. According to Carpentier [22]], Chromium-based
browsers and Firefox use HRTFs derived from the IRCAM
Listen HRTF Database. At the moment they do not support
the use of custom or personalized HRTF profiles. Additionally,
PannerNode does not handle reverberation directly; instead,
it uses a ConvolverNode. However, an appropriate impulse
response must be supplied to simulate different acoustic en-
vironments and reverberation characteristics. We implemented
PannerNode through Howler.js, since it provides a convenient
way of accessing all the properties of WAA compared to other
frameworks.

In comparison, GRAOAF [23] provides a more comprehen-
sive spatial audio solution specifically designed for WebXR
applications. This is a specific implementation of the Google
Resonance Audio for the web [23]. GRAOAF can provide
room acoustic simulations, such as how sound interacts with
virtual spaces by modeling reflections, reverberations, and oc-
clusions based on room characteristics (e.g., room dimensions
and wall materials). Even if built upon the WAA, unlike
PannerNode, Resonance Audio fully supports higher-order
ambisonics [24] for immersive surround sound (up to 3rd or-
der), thanks to the Google Omnitone ambisonics decoder [25]].
As a dedicated A-Frame component, GRAOAF integrates

seamlessly with WebXR, making spatial audio implementation
straightforward and coherent.

B. Sound source arrangement

We developed a virtual environment that mimics the ane-
choic rooms typically used in localization experiments. It
consisted of a spherical array of 42 virtual loudspeakers,
arranged in an ambisonic-like structure at a consistent radius
from the user [24]]. To limit visual distractions, we did not
introduce any other visual cues except the speakers and a
simple outline of the sphere.

With the participant placed in the middle (x,y,z = 0), the
loudspeakers were distributed in a radius of 2 meters. In the
horizontal plane (azimuth) 16 speakers were placed at an angle
of 22.5° of separation. In the vertical axis (elevation) we
then had 8 speakers placed above the azimuth and 8 below,
with an angular separation of 22.5°. The horizontal spacing
between those speakers was 45°. Then, we had two groups of
4 speakers placed on above the previous two and one below,
with a horizontal distance of 90°, and a vertical distance of
45°. The structure is completed with one speaker at the top,
and one at the bottom of the spherical dome. For a detailed
overview see Fig. 2] and Fig. [3|

C. Data Collection

The software features robust data collection capabilities for
spatial audio perception evaluation. During each experience,
it records the positions of both reproduced and user-selected
sound sources, along with successful selections. The system
implements error handling mechanisms to address browser
and HMD’s compatibility issues—critical given WebXR im-
plementation variability across platforms. The data collection
framework maintains integrity throughout the user experience,
ensuring valid results even under suboptimal technical condi-
tions. Logs are saved in real-time using the Web Storage API
in JSON format [26]]. Collected data can be both downloaded
locally on the headset and uploaded to a S3-compatible
storage. We utilized Supabase, a recognized database service
offering this functionality [27].

IV. PERCEPTUAL EVALUATION

A within-subjects design was adopted, which involved three
independent variables (one for each spatialization system) and
five dependent variables related to user performance: mean
right selection, mean horizontal error between the selected and
the emitting speaker (degrees), mean vertical error between
the selected and the emitting speaker (in degrees), mean total
error between the selected and the emitting speaker (in meters).
Additionally, variables related to the two questionnaires were
considered. Two questionnaires were administered after each
trial. These are the NASA Task Load Index (NASA-TLX)
[28], used to assess the perceived workload of tasks, and the
Simulator Sickness Questionnaire (SSQ) [29] used to quantify
sickness elicited by our system. The order of presentation for
the conditions was randomized.
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Fig. 4: Three screenshots of the VR application showing the experimental procedure: (1) Initial screen where participants are
prompted to press the "START” button to play a sound cue; (2) the Training Session, where the virtual speaker that delivered
the sound is highlighted with a blue circle for feedback purposes; (3) the Testing Session, where participants are asked to

select the speaker they believe delivered the sound (their selection will be highlighted in red).

TABLE I: Summary of performance metrics and directional performance.

Metric PannerNode - HRTF ~ PannerNode - equalpower  Resonance Audio
Success Rate (%) 9.70 4+ 0.93 6.35 + 0.77 5.94 £+ 0.74
Error Distance (m) 1.95 + 1.20 2.04 + 1.14 222 + 1.10
Overall Azimuth Error (°) -3.63 £+ 67.83 -3.74 £ 80.96 -4.05 £ 76.62
Elevation Error (°) -3.41 £ 155.87 -7.15 £ 159.90 3.18 £+ 170.13
Response Time (s) 3.37 + 1.85 3.46 £+ 1.95 3.51 + 1.83
Direction Speaker Metric PannerNode - HRTF ~ PannerNode - equalpower  Resonance Audio
Success Rate (%) 12.50 £ 6.75 8.33 + 5.64 4.17 £ 4.08
Error Distance (m) 1.08 £ 0.95 1.07 £ 0.80 1.49 £+ 0.89
FRONT 0 Azimuth Error (°) -69.38 £+ 91.16 -64.71 £ 96.01 -75.00 £ 106.97
Elevation Error (°) -35.00 £+ 96.97 -29.92 4+ 112.25 -23.13 £ 118.26
Response Time (s) 3.12 + 1.17 317 £ 1.95 3.89 + 1.91
Success Rate (%) 16.67 £ 7.61 16.67 £+ 7.61 4.17 £ 4.08
Error Distance (m) 2.41 £+ 1.48 243 + 1.33 3.09 £ 1.10
RIGHT 4 Azimuth Error (°) -13.25 £+ 26.72 -30.17 £ 29.52 -17.00 £ 32.01
Elevation Error (°) 53.75 £ 119.37 5.00 + 124.20 81.54 + 130.49
Response Time (s) 3.08 + 1.52 3.07 + 1.39 321 + 143
Success Rate (%) 25.00 £ 8.84 8.33 4+ 5.64 4.17 £ 4.08
Error Distance (m) 0.88 £ 091 1.13 £ 097 1.28 + 0.70
BACK 8 Azimuth Error (°) 55.33 £ 79.25 78.75 £ 105.42 2529 + 97.42
Elevation Error (°) 137.88 + 133.01 135.63 + 86.49 182.50 + 127.06
Response Time (s) 435 +2.28 348 £+ 2.30 3.78 + 1.77
Success Rate (%) 20.83 + 8.29 20.83 + 8.29 12.50 £ 6.75
Error Distance (m) 227 + 1.39 2.00 £ 1.22 237 + 1.19
LEFT 12 Azimuth Error (°) 0.92 £ 22.20 21.58 + 22.01 4.67 £ 33.78
Elevation Error (°) 111.13 + 107.35 154.88 + 141.90 140.75 + 119.73
Response Time (s) 2.81 + 1.26 344 + 273 3.16 = 1.53
Success Rate (%) 8.33 + 5.64 0.00 £ 0.00 12.50 £ 6.75
Error Distance (m) 2.06 + 1.46 2.84 + 1.11 2.75 + 1.20
TOP 40 Azimuth Error (°) 14.00 £ 75.99 37.50 + 84.29 38.38 + 96.64
Elevation Error (°) 11.08 £ 95.00 50.96 £ 121.62 46.25 £ 111.00
Response Time (s) 3.60 + 1.64 3.28 + 1.09 3.65 £ 1.72
Success Rate (%) 4.17 £ 4.08 0.00 £ 0.00 0.00 £ 0.00
Error Distance (m) 2.07 + 1.22 246 + 1.17 2.49 4+ 0.86
BOTTOM 41 Azimuth Error (°) -53.46 + 117.88 -100.46 + 71.49 -15.88 £ 99.58
Elevation Error (°) -121.88 + 138.79 -167.54 £+ 11545 -120.54 + 107.16
Response Time (s) 331 + 1.18 3.71 £ 2.58 370 + 2.11

A. Farticipants

A total of 12 people (3 female, 9 male, age mean = 27.42,
sd = 5.8) volunteered for the experiment. Participants did
not report any visual, hearing or somatosensory impairment.
Participants provided written informed consent and the study
protocol was in compliance with the guidelines of the local
institutional ethics board. They received no compensation.

B. Sound stimuli

For this study, we chose a gated pink noise of 20 millisec-
onds, stored as a mono wav file. Pink noise is considered a
standard audio stimulus for such kind of localization experi-
ments, since it covers a large bandwidth (see e.g., [4]).

C. Apparatus

The experiment took place in a laboratory at the University
of Trento, and was performed on a Meta Quest 3 HMD
equipped with the two hand-held controllers. To deliver the
sound we used a pair of DT-770 Pro 80 Ohm headphones
connected to the HMD. The application was used on the Quest
Browser for PN-HRTF and PN-eq, while for GRAOAF we
used Wolvic.

D. Procedure

After giving written consent to volunteer, each participant
received an explanation on the procedure of the experiment
and how the VR application worked. The web application
implemented a structured testing protocol designed to evaluate



spatial audio perception. Participants began inside a home
screen where they receive a unique identification code. Then,
they were asked to select the spatial audio system to test.
Upon entering an experience, they were asked to position
themselves at the center of the virtual sphere of loudspeakers.
For each system, participants were asked to undertake first a
Training Session and then a Testing Session, where the actual
experiment took place. The Testing Session was divided in two
sessions, so stimuli were repeated twice. After finishing the
42 turns, the testing session ended and so did the experiment.
Then, participants were asked to fill a questionnaire on age,
gender, and exposure to VR. A summary of the procedure is
shown in Fig.

1) Training Session: For each of the three spatial audio
systems, the test starts with a training session. The main
goal of the training was to make participants aware of the
system, and make them test how to interact with the virtual
objects present in the scene, and enable them to become used
to the sound stimuli as well as sound localization. Previous
work [5]] suggested that a long training session of 14 trials
can effectively improve localization accuracy in VR on the
web. Therefore, for each training session 14 sound source
positions out of 42 were randomly used. When the sound
was reproduced, the virtual speaker from which the sound was
emitted was highlighted with a blue circle.

2) Testing Session: Once participants finished their training
session, they moved to the next phase, the testing session.
During this session, we used all the source positions, with the
auditory stimuli delivered in random order. Participants were
asked to identify the perceived sound source location by point-
ing with their VR controller and selecting the corresponding
speaker. This process was repeated for covering all speakers.
Unlike with the training phase, participants did not received
any feedback on their responses. The test trial was repeated
twice for each spatialization system. At the end of each trial,
participants were asked to remove the HMD and complete the
NASA-TLX and SSQ questionnaires on a laptop.

V. RESULTS

A summary of all the data acquired (mean and standard
deviation) are presented in Table [l Statistical analyses were
conducted using linear mixed-effects models with experience
as a fixed effect and participants as a random effect. The
analyses revealed several significant differences between audio
spatialization methods across various directions. For the entire
group of speakers, we found significant effects of spatialization
system on whether participants clicked the right target (F(2,
3014) = 6.38, p = 0.002). As showed in Fig. [5a] Post-hoc
comparisons indicated that the PN-HRTF condition resulted
in significantly more right-target clicks than both PN-eq (p
= 0.011, d = -0.13) and GRAOAF (p = 0.003, d = 0.14).
Error distance in meters also showed significant differences
between systems (F(2, 3014) = 14.62, p < 0.001). Specifically,
GRAOAF resulted in significantly larger errors compared to
both PN-eq (p = 0.001, d = -0.16) and PN-HRTF (p < 0.001,

d = -0.24). Se Fig. [j] for details. No significant differences
were found in azimuth error, elevation error, or response time.

We have then analyzed directional subsets such as speakers
n. 0 (front), 4 (right), 8 (back), 12 (left), 40 (top), and
41 (bottom). Results revealed that for back-positioned audio
sources, there was a significant effect of experience on correct
target identification (F(2, 53) = 4.02, p = 0.024). Post-hoc
tests showed PN-HRTF led to significantly more correct iden-
tifications than GRAOAF (p = 0.026, d = 0.81). For sources
positioned to the left of participants, experience significantly
affected azimuth error (F(2, 63) = 5.08, p = 0.009), with PN-
eq producing significantly larger errors than PN-HRTF (p =
0.007, d = 0.95).

The top-positioned sources analysis showed experience sig-
nificantly affected error distance (F(2, 53) = 5.16, p = 0.009),
with PN-eq producing significantly larger errors than PN-
HRTF (p = 0.007, d = 0.96). For bottom-positioned sources,
we found a significant effect on azimuth error (F(2, 53) = 3.97,
p = 0.025), with PN-eq producing significantly larger errors
than Resonance Audio (p = 0.019, d = -0.84). A summary is
presented in Fig. [6]

No significant differences were observed in the front-
positioned or right-positioned analyses across any of the
measured variables. Elevation error and response time did not
show significant differences for any directional subset.

Overall, these findings suggest that the choice of audio
spatialization method has significant effects on localization
accuracy, particularly for non-frontal sound sources. The
PN-HRTF method generally outperformed both PN-eq and
GRAOAF in most directional conditions where significant
differences were observed.

For SSQ, Kruskal-Wallis tests were conducted to compare
participants’ responses across the three audio spatialization
systems. The analysis included four SSQ subscales: Nausea,
Oculomotor, Disorientation, and Total scores (see Table .
Results indicated no significant differences between the three
audio spatialization methods on any of the SSQ measures.
These findings suggest that the different audio spatialization
techniques did not differentially affect participants’ experi-
ences of simulator sickness symptoms.

Similarly, participants’ subjective workload was assessed
using the NASA-TLX questionnaire across six dimensions
(Mental Demand, Physical Demand, Temporal Demand, Per-
formance, Effort, and Frustration) as well as overall results

(see Table [M).

Kruskal-Wallis tests revealed no significant differences be-
tween the three audio spatialization methods on any workload
dimension. Additionally, the overall workload scores also
showed no significant differences (x%(2) = 1.26, p = 0.533).

These results indicate that while the different audio spa-
tialization methods affected objective performance measures
such as localization accuracy, they did not significantly impact
participants’ subjective experiences of simulator sickness or
cognitive workload.
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VI. DISCUSSION

Our analysis revealed significant differences in localiza-
tion accuracy between the three implementations. Across all
speaker positions, PN-HRTF consistently demonstrated su-
perior performance compared to both PN-eq and GRAOAF
in terms of correct sound source identification. This finding
suggests that even within the constraints of web browsers
and WebXR, generalized HRTF-based approaches can provide
more accurate spatial cues than simpler panning techniques,
aligning with previous research on HRTF effectiveness [24].
The error distance analysis further reinforces this conclusion,
with Resonance Audio showing significantly larger distance
errors compared to PannerNode based implementations. This
result is particularly noteworthy given that GRAOAF was
specifically marketed as a spatial audio solution for VR appli-
cations. The performance gap may be attributed to differences
in implementation, the specific HRTF datasets employed, or
how these solutions interact with WebXR browsers. Interest-
ingly, for azimuth and elevation errors, we found no significant

differences across all positions, suggesting that the primary
advantage of HRTF in WebXR contexts might be in helping
users identify the correct sound source rather than providing
more precise angular localization once the general direction is
determined.

A key finding of our study is how the effectiveness of
each spatial audio implementation varied across the spherical
array of virtual speakers. This position-dependence has direct
implications for WebXR applications where users can freely
look and move in all directions.

For Back Position, PN-HRTF demonstrated significantly
better performance for virtual speakers positioned behind the
user compared to GRAOAF. This advantage is particularly
relevant for WebXR applications that require awareness of
objects or events occurring outside the user’s visual field, such
as immersive games or virtual collaboration spaces.

For Left Position, PN-HRTF provided significantly better
azimuthal accuracy compared to the one with PN-eq. However,
we did not found a similar result for the right position.



TABLE II: Summary of the NASA-TLX questionnaire results.

Measure PannerNode - HRTF  PannerNode - equalpower  Resonance Audio
Mental Demand 2.96 + 1.86 2.83 +1.62 3.17 = 1.80
Physical Demand 2.38 £ 1.60 2.13 £ 1.05 2.63 £ 1.55
Temporal Demand 325 £1.96 342 £ 1.50 3.33 £ 1.60
Performance 492 + 1.66 5.00 £ 1.58 4.63 £ 1.55
Effort 4.00 = 1.98 3.67 £ 1.62 379 £ 1.71
Frustration 2.96 = 2.09 246 + 1.63 2.83 +1.72
Overall Results 21.50 = 7.47 20.29 + 5.66 21.83 + 6.07
Results Mean 358 £1.25 338 £0.94 3.64 £ 1.01

TABLE III: Summary of the SSQ subscale scores.

Subscale PannerNode - HRTF  PannerNode - equalpower  Resonance Audio
Nausea 13.91 = 19.08 12.72 + 22.15 17.89 + 24.06
Oculomotor 24.00 + 29.90 21.16 + 26.71 29.06 = 34.85
Disorientation 2494 + 39.16 27.26 + 37.58 31.90 = 49.94
Total 24.00 + 31.84 22.75 + 30.42 29.92 + 38.91
While this result highlights the importance of HRTF for lat- additional discomfort or perceived workload — a critical

eral sound source localization in WebXR environments, such
large effect size found might be caused by different factors that
we did not have anticipated. This directional asymmetry might
stems from implementation-specific processing in the spatial
audio algorithms (i.e., coordinate system handling, calculation
sequences). Additionally, the physical characteristics of testing
equipment (HMD and headphones) could have introduced
directional biases through acoustic interactions. Therefore,
these results should be subject of future investigation.

For Top Position, PN-eq showed significantly larger error
distances for elevated virtual speakers compared to HRTF.
This finding underscores the limitations of basic spatial audio
techniques for vertical localization in WebXR applications
that utilize the full 3D space, such as multi-level virtual
environments or games with flying objects.

Interestingly GRAOAF outperformed the other two systems
for azimuthal accuracy of the Bottom Position, suggesting that
different WebXR audio implementations may have specific
advantages for particular spatial regions.

These position-dependent findings are particularly relevant
for WebXR developers, as they suggest that the optimal spatial
audio solution may depend on where critical sound sources are
typically positioned in their specific applications.

An important finding is that despite the objective perfor-
mance differences, participants reported no significant dif-
ferences in sickness or cognitive load between the three
implementations. All methods resulted in similar levels among
all metrics, with very low scores. First, these results shows
that the feasibility of auditory perceptions test in VR using
speakers array do not impact the experience of users. Second,
this finding has significant implications for applications where
minimizing discomfort and cognitive load is crucial for user
retention and experience quality. Third, our results suggest
that implementing more sophisticated spatial audio techniques
can improve localization performance without introducing

consideration for browser-based VR experiences that may be
accessed by users with varying levels of VR familiarity and
different hardware setups. This finding is particularly relevant
for WebXR applications, which aim to provide accessible
VR experiences without requiring specialized hardware or
software installations.

A. Limitations

Several limitations of this study should be acknowledged
within the context of WebXR applications. First, our investiga-
tion was limited to three specific web-compatible spatial audio
implementations. Future work should extend this comparison
to include other solutions available for WebXR. Second, real-
world WebXR applications often involve dynamic user move-
ment and multiple simultaneous sound sources. While our
controlled experiment with stationary virtual speakers provides
valuable baseline data, future research should evaluate these
spatial audio implementations in more complex, interactive
WebXR scenarios. Third, network latency and bandwidth lim-
itations are important considerations for WebXR applications.
Future studies should investigate how these spatial audio
implementations perform under various network conditions,
particularly for multi-user WebXR experiences, such as the
Musical Metaverse [30] where spatial audio cues from other
participants are critical. Fourth, we used two different web
browsers, one for PannerNode systems and one for Resonance
Audio. The problem lies with compatibility between A-Frame
versions and Resonance Audio. While these can be overcome
(maybe with the development of a more specific port of Res-
onance Audio), browser compatibility and the compatibility
with several web frameworks should be considered and might
especially affect open source projects. Finally, the task focused
solely on localization using a single sound type. Future work
should explore sounds with varying durations, envelopes, and
spectral content.



VII. CONCLUSION

In this paper, we have presented a WebXR application
for conducting localization experiments in VR with which
we have evaluated three different spatial audio systems for
web browsers: WAA PannerNode with HRTF, equalpower and
Google Resonance Audio for A-Frame. By having participants
locate sound sources within a spherical array of 42 visible
virtual speakers in VR, we were able to assess the effectiveness
of these web-based spatial audio solutions across various
directions and positions. The results provide valuable insights
for WebXR developers seeking to implement effective spatial
audio in browsers.

This study provides empirical evidence that the choice
of spatial audio implementation significantly affects users’
ability to localize sound sources in WebXR environments, with
PannerNode using HRTF generally outperforming alternatives
across a spherical array of virtual speakers. The position-
specific effects highlight the importance of considering the in-
tended use case when selecting a spatial audio implementation
for WebXR applications. Importantly, the lack of differences
in subjective measures suggests that WebXR developers can
implement more sophisticated spatial audio techniques without
concerns about increasing user discomfort or cognitive load —
a crucial finding for browser-based VR where user comfort is
essential for adoption. These findings contribute to our under-
standing of spatial audio implementation choices specifically
for WebXR applications and provide practical guidance for
developers seeking to enhance immersive web experiences
through effective spatial audio. As WebXR continues to evolve
as a platform for accessible immersive experiences, optimizing
spatial audio implementation will remain an important factor
in creating compelling and usable virtual environments that
work across devices and browsers.
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